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This exercise considers a double bar (compound) pendulum swinging in a vertical plane
under a uniform gravitational field without loss of energy due to frictional forces.

1 Description of the problem

A double bar pendulum with bars of different lengths and masses can be described by the
schematic in Figure 1.
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2 Description of the problem

A double bar pendulum with bars of di!erent lengths and masses can be described by the schematic
in Figure 2.
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Figure 1: A schematic of a double bar pendulum.

For this problem, we will make the following assumptions:

• We will neglect the e!ect of friction (i.e. in the joints and that due to air resistance).

• The gravitational field is uniform.

• The masses m1 and m2 are distributed evenly along the length of each bar.

• The width of the bars is negligible with respect to the length of the bars.

The equations describing the motion of the bars in this type of pendulum can be obtained by
considering the Lagrangian (or equivalently, the Hamiltonian) for this system. The Lagrangian
(L) is the di!erence between the total kinetic energy (T ) and the total potential energy (V ) in
the system,

L = T ! V.

The kinetic energy of an object is given by

T =

!

!

1

2
!(r)|v(r)|2dr,

where r is a point in the object, !(r) is the density at the point r, v(r) is the velocity of the point
r, and the integration ranges over the volume " of the object. The potential energy of an object
is given by

V = !
!

!

!(r)gh(r)dr,

where g is the acceleration due to gravity, h(r) is the height of the point r above some fixed
reference point, and the other variables are as above. Here we have chosen to measure gravity and
height in the same frame of reference (i.e. upwards being positive), so that near the surface of the
earth we would have g " !9.81ms!2.
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• The width of the bars is negligible with respect to the length of the bars.

The equations describing the motion of the bars in this type of pendulum can be obtained by
considering the Lagrangian (or equivalently, the Hamiltonian) for this system. The Lagrangian
(L) is the difference between the total kinetic energy (T ) and the total potential energy (V ) in
the system,

L= T −V .

The kinetic energy of an object is given by

T =
∫

Ω

1

2
ρ(r )|v(r )|2dr,

where r is a point in the object, ρ(r ) is the density at the point r , v(r ) is the velocity of the
point r , and the integration ranges over the volume Ω of the object. The potential energy of
an object is given by

V =−
∫

Ω
ρ(r )g h(r )dr,

where g is the acceleration due to gravity, h(r ) is the height of the point r above some fixed
reference point, and the other variables are as above. Here we have chosen to measure gravity
and height in the same frame of reference (i.e. upwards being positive), so that near the surface
of the earth we would have g ≈−9.81ms−2.

Under the assumptions for the double bar pendulum listed above, we find that the position
of a point r in the first bar is given by

x(r ) =
�

r sin(θ1)
−r cos(θ1)

�

,

and the velocity of this point is given by

v(r ) =
dx

dt
=

dx

dθ1

dθ1

dt
=
�

r cos(θ1)θ̇1
r sin(θ1)θ̇1

�

.

Since the masses are evenly distributed along the lengths of the bars and the width of the bars
are negligible with respect to their length, the density ρ(r ) of the bars are simply m1/L1 and
m2/L2. Thus, for the first bar, the kinetic energy is given by

T1 =
∫ L1

0

1

2

m1

L1
|v(r )|2dr

=
∫ L1

0

1

2

m1

L1
r 2θ̇2

1dr

=
1

6
m1L2

1θ̇
2
1,

(1)
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and the potential energy is given by

V1 =−
∫ L1

0

m1

L1
g (−r cos(θ1))dr

=
1

2
m1 g L1 cos(θ1).

(2)

Similarly, for the second bar, the kinetic energy is given by

T2 =
1

2
m2

�

L2
1θ̇

2
1+

1

3
L2

2θ̇
2
2+ L1L2θ̇1θ̇2 cos(θ1−θ2)

�

, (3)

and the potential energy is given by

V2 = m2 g
�

L1 cos(θ1)+
1

2
L2 cos(θ2)

�

. (4)

The total kinetic energy in the system is T = T1 + T2 and the total potential energy in the
system is V =V1+V2.
Exercise: Derive equations (3) and (4).

Now, if one knows the Lagrangian L for a dynamical system, then one can compute the
equations of motion for the system by solving the Euler–Lagrange equation:

∂ L

∂ θi
−

d

dt

 

∂ L

∂ θ̇i

!

= 0. (5)

For the double bar pendulum, Eq. (5) gives the equations

(
1

3
m1+m2)L1θ̈1+

1

2
m2L2 cos(θ1−θ2)θ̈2+

1

2
m2L2 sin(θ1−θ2)θ̇

2
2− (

1

2
m1+m2)g sin(θ1) = 0,

1

2
m2L1 cos(θ1−θ2)θ̈1+

1

3
m2L2θ̈2−

1

2
m2L1 sin(θ1−θ2)θ̇

2
1−

1

2
m2 g sin(θ2) = 0.

(6)
Exercise: Derive equation (6) using Eqs. (1)–(5)

The equations of motion that one obtains from the Euler–Lagrange equations are a system
of second order differential equations for the θi variables. Solving this system of second order
equations is not always possible analytically (as is the case here), so one must employ a numer-
ical integrator to find an approximate solution. To assist with this, it is often useful to apply a
Legendre transformation to the Lagrangian to obtain the Hamiltonian

H=
∑

i

θ̇i pi −L, (7)

where

pi =
∂ L

∂ θ̇i
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is the angular momentum of bar i . The equations for pi can be inverted to find expressions
for θ̇i , which can be substituted into Eq. (7) to get H =H(θi , pi ). The equations of motion
are then given by Hamilton’s equations

θ̇i =
∂H

∂ pi
,

ṗi =−
∂H

∂ θi
.

(8)

In the case of the double bar pendulum, these become

θ̇1 =
12L2 p1− 18L1 cos(θ1−θ2)p2

L1c1

θ̇2 =
−18m2L2 cos(θ1−θ2)p1+ 12(m1+ 3m2)L1 p2

m2L2c1

ṗ1 =
�1

2
m1+m2

�

g L1 sin(θ1)− c2+ c3

ṗ2 =
1

2
m2 g L2 sin(θ2)+ c2− c3

(9)

where

c1 = L1L2(4m1+ 12m2− 9m2 cos2(θ1−θ2)),
c2 = 18sin(θ1−θ2)p1 p2/c1,

c3 = 54(m2L2
2 p2

1 +(m1+ 3m2)L
2
1 p2

2 − 3m2L1L2 cos(θ1−θ2)p1 p2) sin(2θ1− 2θ2)/c2
1 .

Exercise: Use Eq. (7) to find H(θi , pi ) and use Eq. (8) to derive Eq. (9) (note that we have
used c1, c2 and c3 here simply for convenience of writing; they are not constants).

The Hamiltonian H is a measure of the total energy in the system. Indeed, if one substitutes
the expressions for θ̇i into T and V , then one can write the Hamiltonian as

H(θi , pi ) = T +V .

If the Hamiltonian does not explicitly depend on time, as is the case here, then the total energy
in the system is conserved. I.e. for any given solution to the equations of motion, the total
energy in the system at time t > 0 is the same as the total energy in the system at the time
t = 0.

2 Numerical integration

Solving an ODE numerically consists of approximating the solution by means of a numerical
integrator, which generally involves finding the solution at the time (n+ 1)∆t from the solu-
tion at the times 0, . . . , n∆t , where ∆t is a small time-step. An important class of numerical
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integrators are those where the solution at the time (n+1)∆t depends only on the solution at
the time n∆t . These are known as one-step methods and each of the numerical integrators we
will consider below belong to this class. (The alternative, where the solution at time (n+1)∆t
depends on the solution at more than one previous time-step are known as multistep methods.)

Some commonly used numerical integrators for integrating a dynamical system forward in
time are listed below. In each of these cases, we will consider the ODE

dx

dt
= f (t , x).

Forward Euler:
xn+1 = xn +∆t f

�

n∆t , xn
�

.

Backward Euler:
xn+1 = xn +∆t f

�

(n+ 1)∆t , xn+1
�

.

Implicit mid-point:

xn+1 = xn +∆t f
�

(n+
1

2
)∆t ,

1

2
(xn + xn+1)

�

.

Fourth-order Runge–Kutta (RK4):

xn+1 = xn +
1

6
∆t (k1+ 2k2+ 2k3+ k4),

where
k1 = f

�

n∆t , xn
�

,

k2 = f
�

(n+
1

2
)∆t , xn +

1

2
∆t k1

�

,

k3 = f
�

(n+
1

2
)∆t , xn +

1

2
∆t k2

�

,

k4 = f
�

(n+ 1)∆t , xn +∆t k3
�

.

Some of these methods are implicit in general (i.e. except for very simple functions f (x)).
For these cases, a good technique for obtaining the value of xn+1 is known as fixed point itera-
tion. This technique can be summarised as follows:

• Let x∗ = xn and xn+1 = xn + 1.

• while |xn+1− x∗|> 0

– Let xn+1 = x∗.

– Compute x∗ = xn +∆t f (xn , xn+1).
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In practice, the difference |xn+1− x∗| never reaches 0, but decreases to near machine precision.
Thus, the above while loop would never terminate. To avoid this, the stopping criterion for
each iteration is typically computed as |xn+1 − x∗| < t o l for some tolerance t o l . In many
cases however, a fixed tolerance is not sufficient as the value of x∗ and xn+1 may sometimes be
very large and at other times very small. In these cases, a better stopping criterion is that the
relative error |xn+1− x∗|/|xn+1+ x∗| is less than some tolerance.

In general, for sufficiently small time-steps∆t , the fixed point iteration will converge fairly
rapidly. However, if the time-step is too large, then it may occur that the fixed point iteration
does not converge. One way to detect this is to keep track of the difference |xn+1−x∗| between
successive iterations of the while loop. For the first few iterations, this difference may not
decrease, however, after a few iterations, it should either decrease until machine precision
prevents any further convergence, diverge, or it may oscillate around a false minima. This
property can then be used as the stopping criterion instead of a fixed tolerance, however, one
must then check that the fixed point iteration has actually converged to a sufficiently accurate
solution and abort if it has not done so.

2.1 Performance of a numerical integrator

The performance of a numerical integrator can be measured in different ways. Indeed, the
criteria one uses to say that a numerical integrator is “good” depends entirely on what one
wishes to measure. Some common criteria for measuring the performance of a numerical
integrator are:

• what is the order of the numerical integrator in terms of the time-step∆t ?

• how well does it preserve functions that the exact solution preserves?

• how fast does it run?

• how much memory is required for it to run?

The last two are generally not of as much interest to scientists as bigger and faster computers
are always being built. However, if the numerical integrator is too slow or uses too much
memory, then the numerical integrator is unlikely to be used for any commercial purposes
(e.g. weather prediction, stock market modelling).

The order of a numerical integrator can be estimated by examining the error in the numer-
ical solution. In order to do this, one might expect that we would have to know the exact
solution so that we can measure the error in the numerical solution. However, the exact so-
lution is not required. Instead, we can measure the order of this method by comparing the
numerical solutions obtained using different time-steps. This can be done as follows:

• Calculate the numerical solution u over the interval [0, T ] for the three time-steps∆t ,
∆t/2 and∆t/4. Let us call these u∆t , u∆t/2 and u∆t/4.

• Assuming that the numerical solution does converge to the exact solution as ∆t → 0,
then |u∆t − u∆t/2| is an approximation to the error in u∆t and |u∆t/2 − u∆t/4| is an
approximation to the error in u∆t/2.
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• Thus, we can calculate the ratio

r =
|u∆t − u∆t/2|
|u∆t/2− u∆t/4|

,

where we take every second value in u∆t/2 and every fourth value in u∆t/4.

• Halving the time-step results in a reduction of the error by a factor r . Thus, the order
of the numerical method is approximately O((∆t )log2(r )).

Exercise: estimate the order of the four numerical integrators listed above.
The second measure of performance of a numerical integrator that we mentioned above

is “how well it preserves functions that the exact solution preserves”. For example, in most
problems coming from physics, the Hamiltonian describing the problem is time-independent
and hence the energy is preserved in the exact solution.

Integrators exist that exactly preserve the energy of such Hamiltonian systems. (In fact,
the field of energy preserving numerical integrators is quite a large field in geometric numerical
integration.) However, none of the above numerical integrators are of this type.

The implicit midpoint method is one of a class of numerical integrators known as symplec-
tic integrators. The key property of numerical integrators of this type is that they exactly
preserve a property known as the symplectic two-form d p ∧ dθ. While symplectic forms and
differential geometry are somewhat beyond this course, an important property of symplectic
integrators is that it can be shown that the numerical solution one obtains is “close” to the
exact solution in a certain sense. More explicitly, the numerical solution one obtains from the
symplectic integrator can be shown to be the exact solution of a nearby Hamiltonian system.
How “close” the two Hamiltonian systems are depends on the size of the time-step ∆t and
the order of the symplectic integrator. One of the consequences of this is that a symplectic
integrator for the original Hamiltonian system exactly conserves the energy of the “nearby”
Hamiltonian system, which is generally close to, but not quite the same as the energy of the
original Hamiltonian system.

Exercise: compare the error in the energy for the implicit midpoint method and the fourth-
order Runge–Kutta method when run for a long time using the same time-step and initial
conditions in each case.

2.2 Poincaré maps

The double bar pendulum is a 4-dimensional Hamiltonian system. This is hard to visualise in
3 dimensions and harder still in a 2-dimensional plot, therefore, to produce meaningful phase
portraits, we need to reduce the dimension of the solution in a way that preserves most of the
information about the solution.

One technique for doing so is to use a Poincaré map (or first recurrence map), in which one
plots the points of periodic orbits that intersect a lower dimensional subspace (called a Poincaré
section).

The dynamics of periodic orbits in the full solution are reflected in the Poincaré section.
Some examples:
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exactly conserves the energy of the “nearby” Hamiltonian system, which is generally close to, but
not quite the same as the energy of the original Hamiltonian system.

Exercise: compare the error in the energy for the implicit midpoint method and the fourth-
order Runge–Kutta method when run for a long time using the same time-step and initial condi-
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3.2 Poincaré maps

The double bar pendulum is a 4-dimensional Hamiltonian system. This is hard to visualise in
3 dimensions and harder still in a 2-dimensional plot, therefore, to produce meaningful phase
portraits, we need to reduce the dimension of the solution in a way that preserves most of the
information about the solution.

One technique for doing so is to use a Poincaré map (or first recurrence map), in which one
plots the points of periodic orbits that intersect a lower dimensional subspace (called a Poincaré
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x

P (x)

S

Figure 2: Schematic of a Poincaré map. In a Poincaré section S, the Poincaré map P projects a
point x onto point P (x).

The dynamics of periodic orbits in the full solution are reflected in the Poincaré section. Some
examples:

• A fixed point in the Poincaré map (P (x) = x) corresponds to a periodic orbit in the full
solution.

• An orbit in the Poincaré map that forms a closed loop (e.g. a circle) corresponds to a torus
in the full solution.

• In general, an n-torus in the Poincaré map corresponds to an (n+1)-torus in the full solution.

• Chaotic orbits in the Poincaré map correspond to chaotic orbits in the full solution.

An important property that numerical analysts are often interested in is the stability of periodic
orbits. This stability of the periodic orbits in the full solution is reflected in the stability of the
fixed points and periodic orbits in the Poincaré section.

Computing the Poincaré map for a numerical integrator is generally not a simple task. For
one thing, a numerical integrator has a fixed time-step, so it is very unlikely that the solution
to the numerical integrator will fall exactly on the Poincaré section. What one needs to do is to
compute where the continuous curve that passes through the numerical solution intersects with
the Poincaré section. However, in general, one doesn’t know what the continuous curve that passes
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Figure 2: Schematic of a Poincaré map. In a Poincaré section S, the Poincaré map P projects a
point x onto point P (x).

• A fixed point in the Poincaré map (P (x) = x) corresponds to a periodic orbit in the full
solution.

• An orbit in the Poincaré map that forms a closed loop (e.g. a circle) corresponds to a
torus in the full solution.

• In general, an n-torus in the Poincaré map corresponds to an (n + 1)-torus in the full
solution.

• Chaotic orbits in the Poincaré map correspond to chaotic orbits in the full solution.

An important property that numerical analysts are often interested in is the stability of peri-
odic orbits. This stability of the periodic orbits in the full solution is reflected in the stability
of the fixed points and periodic orbits in the Poincaré section.

Computing the Poincaré map for a numerical integrator is generally not a simple task. For
one thing, a numerical integrator has a fixed time-step, so it is very unlikely that the solution
to the numerical integrator will fall exactly on the Poincaré section. What one needs to do is
to compute where the continuous curve that passes through the numerical solution intersects
with the Poincaré section. However, in general, one doesn’t know what the continuous curve
that passes through the numerical solution is. One solution to this problem is to approximate
the point where the solution passes through the Poincaré section. This approximation can be
done in many ways and will result in varying amounts of error in the approximation of the
Poincaré map and the properties of the orbits that one derives from it.

Two possible approaches to approximating the Poincaré map are:
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• by interpolating the numerical solution with a polynomial passing through the nearby
points;

• by finding the size of the time-step that takes one from the point just before the Poincaré
section to a point on the Poincaré section.

For our double pendulum, a nice choice of the Poincaré section is when θ2 = 0 and θ̇2 > 0.
That is, when the second bar passes through the vertical below the hinge in a anti-clockwise
direction. This will reduce our system to 3 dimensions (θ1, p1, and p2). Since the Hamiltonian
describing the double pendulum does not depend on time, the energy is preserved by the exact
solution. Thus, if we used a numerical integrator that exactly preserved the energy, then we
could also use the formula for the Hamiltonian to reduce the dimension by another 1.

For a symplectic integrator (such as the implicit midpoint method), the energy is almost
conserved. This means that we can use the Hamiltonian to reduce the dimension by 1, but
with the caveat that we get a small error in the values, i.e. the 2-dimensional figure we get is a
fuzzy version of what the exact solution would be.

Exercise: implement a Poincaré section for the double pendulum using the implicit mid-
point integrator and create some 2-dimensional phase portraits for various energies (i.e. vari-
ous initial conditions). What do you observe as the energy in the system is increased?

3 Suggestion for course project

• Derive the various formulae in the “Exercise:”s in Section 2.

• Implement the various numerical integrators described in Section 3 for the double bar
pendulum using for example Python or MATLAB.

• Use these numerical integrators to answer the “Exercise:”s in Section 3.

• Write a report that describes the problem under consideration, the techniques used for
solving the problem, the results you obtained, and discusses the relevance of the results
to the problem. A possible outline of the report could be:

– Introduction

– Theory

– Methodology

– Results

– Conclusions

– References

However, it is up to you to present the results in the form you want.

• Numerical experiments should be presented in a degree of detail that allows in principle
for reproduction of the results. This is an obvious requirement for reports in experimental
science and should also be the goal in computational experiments. One should, however,
not be too tedious about the details. Try to find a good balance.
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